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 By the end of the lesson I’ll know what I’m talking about...
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 1. Motivation, background2. GATE Overview3. Applications of GATE:
 • Information Extraction• Semantic Annotation• Ontology Learning• Multimedia Annotation
 4. Forthcoming Developments
 [Slides: http://gate.ac.uk/sale/talks/eurolan2005.ppt]
 http://gate.ac.uk/sale/talks/eurolan2005.ppt
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 The Knowledge Economy and Human Language
 • Gartner, December 2002: – taxonomic and hierarchical knowledge mapping and
 indexing will be prevalent in almost all information-rich applications
 – through 2012 more than 95% of human-to-computer information input will involve textual language
 • IBM 2004: 80% of corporate data is unstructured• A contradiction: formal knowledge in semantics-based
 systems vs. ambiguous informal natural language • The challenge: to reconcile these two opposing tendencies
 http://www3.gartner.com/DisplayDocument?id=379859&ref=g_search
 http://www.research.ibm.com/journal/sj/433/tocpdf.html
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 Some History: From NLU to IE• NLU: the talking computer, perfect translation, etc.• If at first you don’t succeed....• ....move the goalposts!• Trend 1: capture useful data from texts for specific
 information needs (Information Extraction – IE)• Trend 2: progress driven by quantitative measures:
 – MUC: Message Understanding Conferences – ACE: Advanced Content Extraction– CoNLL: Conference on Natural Language Learning– PASCAL (2005): ontology-based IE
 • Trend 3: greater robustness & reuse via infrastructure...
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 Infrastructure and Science•Physicists had supercolliders; medics had
 MRI scanners; HLT researchers had.... Perl?•Other relevant factors:
 – EU funds multi-site collaborative projects– Realisation of role of engineering in
 scalablility, reusablility, and portablility– Support for large data, in multiple media,
 languages, formats, and locations•Hence GATE, a General Architecture for Text
 Engineering (est. 1995)
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 Software lifecycle in collaborative research1. Project Proposal: We love each other. We can work so well together. We can hold workshops on Crete together. We will solve all the problems of AI that our predecessors were too stupid to.
 2. Analysis and Design: Stop work entirely, for a period of reflection and recuperation following the stress of attending the kick-off meeting in Luxembourg.
 3. Implementation: Each developer partner tries to convince the others that program X that they just happen to have lying around on a dusty disk-drive meets the project objectives exactly and should form the centrepiece of the demonstrator.
 4. Integration and Testing: The lead partner gets desperate and decides to hard-code the results for a small set of examples into the demonstrator, and have a fail-safe crash facility for unknown input ("well, you know, it's still a prototype...").
 5. Evaluation: Everyone says how nice it is, how it solves all sorts of terribly hard problems, and how if we had another grant we could go on to transform information processing the World over (or at least the European business travel industry).
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 The T in HLT• Like other areas of computer science, HLT has typical
 data structures and infrastructure requirements• Annotation: associating arbitrary data with areas of
 text or speech• Defacto standard: Stand-off Markup (e.g. TEI/XCES,
 NITE, ATLAS, GATE)• Other issues: visualisation and editing; persistence
 and search; metrics; component model; baseline NLP tools; ...
 • To cut a long story short: HLT has a lot of T underneath it which comes in many shapes and sizes
 http://www.xml-ces.org/
 http://www.ltg.ed.ac.uk/NITE/
 http://www.nist.gov/speech/atlas/
 http://gate.ac.uk/
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 S.Eng. methods and small groups• Alternative 1: old processes lie SSADM (submit
 change request in triplicate before all toilet visits)• Better: light-weight, rapid, production-oriented
 methods• XP (eXtreme Programming): the lightest
 methodology?• Three innovations:
 – code review / partnering– test first, test always– refactoring
 • Other issues:– common toolsets mean greater concentration of
 expertise (e.g. Eclipse, Java, JUnit, CVS, ...)– reuse not reinvention: new code = untrustworthy code
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 Structure of the Tutorial
 1. Motivation, background2. GATE Overview3. Applications of GATE:
 • Information Extraction• Semantic Annotation• Ontology Learning• Multimedia Annotation
 4. Forthcoming Developments
 [Slides: http://gate.ac.uk/sale/talks/eurolan2005.ppt]
 http://gate.ac.uk/sale/talks/eurolan2005.ppt
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 GATE: the Volkswagen Beetle of Language Processing
 Ten years old, with 000s of users at 00s of sites.Three main elements:
 • An architecture A macro-level organisational picture for HLT software systems.
 • A framework For programmers, GATE is an object-oriented class library that implements the architecture.
 • A development environment For language engineers, computational linguists et al, a graphical development environment.
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 Free and open
 • Free software: “free” as in “free speech”, not as in “free beer” (though GATE is also very cheap ;-)
 • Under the GNU library licence (LGPL): download at http://gate.ac.uk/download/
 • Anonymous CVS (soon to move to gate.sf.net)• Active support list [email protected] • 300 page user manual• Lots of components and wrappers for other people's• Tools for: evaluation; visualise/edit; persistence; IR; IE;
 dialogue; ontologies; etc.
 http://gate.ac.uk/download/
 http://gate.sf.net/
 mailto:[email protected]

Page 13
						

EuroLAN 2005, Cluj-Napoca, Romania 13(200) Aug 3rd
 GATE and standards• Computer scientists love standards, that’s why we
 have so many conflicting ones to choose from• Two types: de jure and de facto• GATE and de facto standards: more widely used than
 any comparable system (see below)• GATE and de jure standards:
 • ISO TC37/SC4 HLT standards suite• LIRICS: reference implementation of ISO using
 GATE
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 Example users and projects (1)• BBC Archives (PrestoSpace)• IBM TJ Watson (UIMA integration)• American National Corpus project (ANC)• Hewlett Packard ESC: product catalogue intermediation (next
 slide)• British Telecom labs (SEKT)• Perseus Digital Library project, Tufts University• Greenstone digital library, Waikato University• US National Center for Supercomputer Applications (T2K)• Longman Pearson publishing, UK (dictionaries)• Merck KgAa, Germany (distributed medline crunching)• BBN, US• Cycorp, US• SMEs inc. Sirma AI Ltd. (OntoText), Bulgaria
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 HP
 Oracle
 IBM
 Microsoft
 Sun
 SAP
 Symantec
 Adobe
 SoftwareOntology
 Sin
 gle
 OB
 IE M
 appi
 ng
 ProductCatalogues
 N-way mappings
 HP @ ESWS 2004
 eCommerce: Catalogue Intermediation
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 The American National Corpus Project
 • Building a corpus of 100+ million words of American English, comparable to the BNC
 • Using GATE to annotate the corpus• Developed XORO, a scripting language for
 GATE, to automate batch processing of large numbers of files
 • Using ISO TC37 SC4 WG1’s Linguistic Annotation Framework (LAF) for final representation
 http://AmericanNationalCorpus.orgNancy Ide
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 ANC Status and Plans• First release of 11+ million words made available in Fall, 2003
 – available from the Linguistic Data Consortium– $75 for research– Commerical users must join the ANC Consortium– 8+ million words written, 3+ million words spoken
 • Second release of another 10+ million words due in April or May, 2005– will include tools for GATE (Xoro), tools to merge stand-off
 annotations, etc.• Associated data and additional annotations
 – frequency data, etc. already available on website– multiple POS taggings (Biber, Penn (Hepple), CLAWS 5 and 7)– annotations for syntax, co-reference, semantics
 • take advantage of GATE resources : Minipar, NP and VP chunkers, NE recognizers
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 Example users and projects (2)GATE team projects.
 Past:• MUMIS: automatic semantic indices
 for sports video• MUSE, cross-genre entitiy finder• HSL, Health-and-safety IE• Old Bailey: collaboration with HRI on
 17th century court reports• Multiflora: plant taxonomy text
 analysis for biodiversity research e-science
 • ACE / TIDES: Arabic, Chinese NE• JHU summer w/s on semtagging• EMILLE: S. Asian languages corpus• hTechSight: chemical eng. K. portal
 Present:• Advanced Knowledge
 Technologies• SEKT Semantic Knowledge
 Technology• PrestoSpace MM
 Preservation/Access• KnowledgeWeb, VIKEF Semantic
 Web• ETCSL Sumerian Digital Library• ENIRAF, MMKM networks• eContent ISO project LIRICSFuture:• NEON• MUSING• TAO• MediaCampaign

Page 19
						

EuroLAN 2005, Cluj-Napoca, Romania 19(200) Aug 3rd
 Example users and projects (3)
 • DERI, Stanford, Imperial College, London, the University of Manchester, UMIST, the University of Karlsruhe, Vassar College, the University of Southern California and a large number of other UK, US and EU Universities
 • UK and EU projects inc. MyGrid, CLEF, dotkom, AMITIES, Cub Reporter, EMILLE, Poesia...
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 Architectural principles
 • Non-prescriptive, theory neutral (strength and weakness)
 • Re-use, interoperation, not reimplementation (e.g. diverse XML support, integration of Protégé, Jena, Weka...)
 • (Almost) everything is a component, and component sets are user-extendable
 • (Almost) all operations are available both from API and GUI
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 All the world’s a Java Bean....
 CREOLE: a Collection of REusable Objects for Language Engineering:
 • GATE components: modified Java Beans with XML configuration
 • The minimal component = 10 lines of Java, 10 lines of XML, 1 URL
 Why bother? • Allows the system to load arbitrary language
 processing components, maybe not even invented yet
 • Extensibility (again)
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 NOTES•everything is a replaceable bean•all communication via fixed APIs •low coupling, high modularity, high extensibility
 …
 HTMLdocs
 RTFdocs
 XMLdocs
 PDFdocs
 email
 XMLDocument
 Format
 HTMLDocument
 Format
 PDFDocument
 Format
 …Document
 FormatLayer (LRs)
 XML OraclePostgreSql .ser
 DataStore Layer
 Corpus Document
 DocumentContent
 AnnotationSet
 Annotation FeatureMap
 Corpus Layer (LRs)
 NOTES (2)•eg: Protégé LR & VR both wrapped in Res. (bean) API
 •ontology repositories and inference should be the same: KAON + Sesame + Orenge + ...
 GATE APIs
 Processing Layer (PRs)
 NE Co-ref TEs TRs POS …
 Onto-logy
 ProtégéOnto-logy
 Word-net
 Gaz-etteers
 Language Resource Layer (LRs)
 ...
 Application Layer
 ANNIE OBIE …IDE GUI Layer (VRs)
 ADiff OntolVR DocVR ...
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 Structure of the Tutorial
 1. Motivation, background2. GATE Overview3. Applications of GATE:
 • Information Extraction• Semantic Annotation• Ontology Learning• Multimedia Annotation
 4. Forthcoming Developments
 [Slides: http://gate.ac.uk/sale/talks/eurolan2005.ppt]
 http://gate.ac.uk/sale/talks/eurolan2005.ppt
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 Deploying HLT Applications (1)• Simple tasks: document clustering, full-text search, entities, simple descriptions
 • Complex tasks: relations and events, cross-document reference
 • Specific domains: chemical engineering job descriptions, football match reports
 • General domains: all news sites, a corporate intranet, the web
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 Deploying HLT Applications (2)
 complexity
 spec
 ifici
 ty
 usableaccuracy
 dom
 ain
 spec
 ific
 gene
 ral
 simple complex
 Per
 form
 ance
 Lev
 el
 100%90%80%
 30%
 Domain specificity vs. task complexity
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 •CREOLE, ANNIE and their many friends
 •IE in a new language
 Structure of the Tutorial
 1. Motivation, background2. GATE Overview3. Applications of GATE:
 • Information Extraction• Semantic Annotation• Ontology Learning• Multimedia Annotation
 4. Forthcoming Developments
 [Slides: http://gate.ac.uk/sale/talks/eurolan2005.ppt]
 http://gate.ac.uk/sale/talks/eurolan2005.ppt
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 Information Extraction (1)
 • Information Extraction (IE) pulls facts and structured information from the content of large text collections.
 • Contrast IE and Information Retrieval
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 Information Extraction (2)• When you can measure what you are speaking about,
 and express it in numbers, you know something about it; but when you cannot measure it, when you cannot express it in numbers, your knowledge is of a meager and unsatisfactory kind: it may be the beginning of knowledge, but you have scarcely in your thoughts advanced to the stage of science. (Kelvin)
 • Not everything that counts can be counted, and not everything that can be counted counts. (Einstein)
 • IE progress driven by quantitative measures (MUC: Message Understanding Conferences; ACE: Automatic Content Extraction)
 • If you know how it performs, you can predict applications performance...
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 IE ExampleRyanair announced yesterday that it will make Shannon its next European base, expanding its route network to 14 in an investment worth around €180m. The airline says it will deliver 1.3 million passengers in the first year of the agreement, rising to two million by the fifth year.
 • Entities: Ryanair, Shannon
 • Descriptions: European base
 • Relations: Shannon base_of Ryanair • Events: investment(€180m)
 • Mentions: it=Ryanair, The airline=Ryanair, it=the airline
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 System development cycle1. Collect corpus of texts2. Annotate manually gold standard3. Develop system4. Evaluate performance5. Go back to step 3, until desired
 performance is reached
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 Annotating the Data
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 Performance Evaluation• Evaluation metric – mathematically defines
 how to measure the system’s performance against human-annotated gold standard
 • Scoring program – implements the metric and provides performance measures – For each document and over the entire corpus– For each type of NE
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 Evaluation Metrics• Most common are “Precision” and “Recall”• Precision = correct answers/answers produced • Recall = correct answers/total possible correct
 answers• Trade-off between precision and recall • F-Measure = (β2 + 1)PR / β2R + P
 [van Rijsbergen 75]• β reflects the weighting between precision and recall,
 typically β=1• Some tasks sometimes use other metrics, e.g.:
 – false positives (not sensitive to document richness)– cost-based (good for application-specific adjustment)
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 The Evaluation Metric (2)• We may also want to take account of
 partially correct answers:• Precision =
 Correct + ½ Partially correctCorrect + Incorrect + Partial
 • Recall = Correct + ½ Partially correctCorrect + Missing + Partial
 • Why: Annotation boundaries are often misplaced, so some partially correct results
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 The GATE Evaluation Tool
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 Corpus-level Regression Testing• Need to track system’s performance over
 time• When a change is made we want to know
 implications over whole corpus• Why: because an improvement in one
 case can lead to problems in others• GATE offers automated tool to help with
 the NE development task over time
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 Regression Testing (2)At corpus level – GATE’s corpus benchmark tool – tracking system’s performance over time
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 Two kinds of approachesKnowledge
 Engineering
 • rule based • developed by experienced
 language engineers • make use of human
 intuition • requires only small
 amount of training data• development could be
 very time consuming • some changes may be
 hard to accommodate
 Learning Systems
 • use statistics or other machine learning
 • developers do not need LE expertise
 • requires large amounts of annotated training data
 • some changes may require re-annotation of the entire training corpus
 • annotators are cheap (but you get what you pay for!)
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 GATE’s Rule-based System - ANNIE
 • ANNIE – A Nearly-New IE system• A version distributed as part of GATE• GATE automatically deals with document
 formats, saving of results, evaluation, and visualisation of results for debugging
 • GATE has a finite-state pattern-action rule language - JAPE, used by ANNIE
 • A reusable and easily extendable set of components
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 What is ANNIE?
 • ANNIE is a vanilla information extraction system comprising a set of core PRs:– Tokeniser– Sentence Splitter– POS tagger– Morphological Analyser– Gazetteers– Semantic tagger (JAPE transducer)– Orthomatcher (orthographic coreference)
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 Core ANNIE Components
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 Re-using ANNIE
 • Typically a new application will use most of the core components from ANNIE
 • The tokeniser, sentence splitter and orthomatcher are basically language, domain and application-independent
 • The POS tagger is language dependent but domain and application-independent
 • The gazetteer lists and JAPE grammars may act as a starting point but will almost certainly need to be modified
 • You may also require additional PRs (either existing or new ones)
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 DEMO of ANNIE and GATE GUI
 • Loading documents• Loading ANNIE• Creating a corpus• Running ANNIE on corpus• Annotation Diff• Demo
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 Gazetteer lists• Needed to store the indicator strings for
 the internal structure and context rules:• Internal location indicators – e.g., {river,
 mountain, forest} for natural locations; {street, road, crescent, place, square, …} for address locations
 • Internal organisation indicators – e.g., company designators {GmbH, Ltd, Inc, …}
 • Produces Lookup results of the given kind
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 Modifying gazetteers• Gazetteers are plain text files containing lists of
 names• Each gazetteer set has an index file listing all the
 lists, plus features of each list (majorType, minorType and language)
 • Lists can be modified either internally using Gaze, or externally in your favourite editor
 • Gazetteers can also be mapped to ontologies (example will come later)
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 JAPE grammars• JAPE is a pattern-matching language • The LHS of each rule contains patterns to be
 matched• The RHS contains details of annotations (and
 optionally features) to be created• More complex rules can also be created• The patterns in the corpus are identified
 easiest using ANNIC
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 Input specifications• The head of each grammar phase needs to contain
 certain information– Phase name– Inputs– Matching style
 e.g.
 Phase: locationInput: Token Lookup NumberControl: appelt
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 Matching algorithms and Rule Priority
 • 3 styles of matching:– Brill (fire every rule that applies)– First (shortest rule fires)– Appelt (use of priorities)
 • Appelt priority is applied in the following order– Starting point of a pattern– Longest pattern– Explicit priority (default = -1)
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 NE Rule in JAPE
 Rule: Company1 Priority: 25 ( ( {Token.orthography == upperInitial} )+ //from tokeniser {Lookup.kind == companyDesignator} //from gazetteer lists ):match --> :match.NamedEntity = { kind=company, rule=“Company1” }
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 LHS of the rule• LHS is expressed in terms of existing annotations,
 and optionally features and their values• Any annotation to be used must be included in the
 input header• Any annotation not included in the input header will
 be ignored (e.g. whitespace)• Each annotation is enclosed in curly braces• Each pattern to be matched is enclosed in round
 brackets and has a label attached
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 Macros• Macros look like the LHS of a rule but have no label
 Macro: NUMBER(({Digit})+)
 • They are used in rules by enclosing the macro name in round brackets
 ( (NUMBER)+):match
 • Conventional to name macros in uppercase letters• Macros hold across an entire set of grammar phases
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 Contextual information• Contextual information can be specified in the same
 way, but has no label• Contextual information will be consumed by the rule
 ({Annotation1})({Annotation2}):match({Annotation3})
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 RHS of the rule• LHS and RHS are separated by • Label matches that on the LHS• Annotation to be created follows the label
 (Annotation1):match :match.NE = {feature1 = value1, feature2 =
 value2}
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 Example Rule for DatesMacro: ONE_DIGIT({Token.kind == number, Token.length == "1"})
 Macro: TWO_DIGIT({Token.kind == number, Token.length == "2"})
 Rule: TimeDigital1// 20:14:25( (ONE_DIGIT|TWO_DIGIT){Token.string == ":"} TWO_DIGIT ({Token.string == ":"} TWO_DIGIT)?(TIME_AMPM)?(TIME_DIFF)?(TIME_ZONE)? ):time-->:time.TempTime = {kind = "positive", rule =
 "TimeDigital1"}
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 Identifying patterns in corpora• ANNIC – ANNotations In Context• Provides a keyword-in-context-like interface for
 identifying annotation patterns in corpora• Uses JAPE LHS syntax, except that + and * need to
 be quantified• e.g. {Person}{Token}*3{Organisation} – find all
 Person and Organisation annotations within up to 3 tokens of each other
 • To use, pre-process the corpus with ANNIE or your own components, then query it via the GUI
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 ANNIC Demo• Formulating queries• Finding matches in the corpus• Analysing the contexts • Refining the queries• Demo
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 Using phases• Grammars usually consist of several phases, run
 sequentially• Only one rule within a single phase can fire• Temporary annotations may be created in early
 phases and used as input for later phases• Annotations from earlier phases may need to be
 combined or modified• A definition phase (conventionally called main.jape)
 lists the phases to be used, in order• Only the definition phase needs to be loaded
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 Using co-reference• Orthographic co-reference module matches proper
 names in a document• Improves results by assigning entity type to previously
 unclassified names, based on relations with classified entities
 • May not reclassify already classified entities• Classification of unknown entities very useful for
 surnames which match a full name, or abbreviations, e.g. [Bonfield] will match [Sir Peter Bonfield]; [International Business Machines Ltd.] will match [IBM]
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 Named Entity Coreference
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 1. Motivation, background2. GATE Overview3. Applications of GATE:
 • Information Extraction• Semantic Annotation• Ontology Learning• Multimedia Annotation
 4. Forthcoming Developments
 [Slides: http://gate.ac.uk/sale/talks/eurolan2005.ppt]
 http://gate.ac.uk/sale/talks/eurolan2005.ppt
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 Language Independence• Tokeniser• Sentence Splitter• Orthomatcher
 • POS Tagger
 • JAPE Grammars
 Porting effort
 • Gazetteer
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 Porting ANNIE to new languages
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 GATE Unicode Kit (GUK)
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 Tokeniser and Gazetteer• Tokeniser
 – Based on Unicode– Essentially language independent– Some new rules may be required
 (OTHER_LETTER|COMBINING_SPACING_MARK| NON_SPACING_MARK)
 > Token;kind=word;type=other;
 • Gazetteer– Implementation is language independent– Localised entries are required

Page 70
						

EuroLAN 2005, Cluj-Napoca, Romania 70(200) Aug 3rd
 JAPE Grammars• Most rules are based on POS tags and
 gazetteer look-ups• Porting effort depends on how different the
 language is from English– Word order– Morphology– Capitalisation rules
 • Ported to Romanian, French, German, Cebuano, Hindi, …
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 Structure of the Tutorial
 1. Motivation, background2. GATE Overview3. Applications of GATE:
 • Information Extraction• Semantic Annotation• Ontology Learning• Multimedia Annotation
 4. Forthcoming Developments
 [Slides: http://gate.ac.uk/sale/talks/eurolan2005.ppt]
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 Some Terminology• Ontology learning – automatically derive
 an ontology from texts• Ontology population – given an ontology,
 populate it with instances derived automatically from a text
 • Semantic annotation of text – annotate in the texts all mentions of instances from the ontology
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 Semantic IE migration path
 • Traditional IE uses a simple typology of entities (Person, Location, Organization…) which is relatively coarse
 • Relations between entities are just strings (hard-coded in the application logic)
 • Using a hierarchy of types increases definition and opens the doors for new technologies (semantic reasoning, semantic enabled IR)
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 Major differences
 • Use classes in an ontology as the type hierarchy– match granularity of ontology and IE tool
 • Find mentions of instances • Identify instances of known entities• Recognise new instances
 NER
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 Named Entities in a Semantic World
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 •Semantic IE – KIM•SWAN: massive semantic
 annotation•The hTechSight knowledge portal
 Structure of the Tutorial
 1. Motivation, background2. GATE Overview3. Applications of GATE:
 • Information Extraction• Semantic Annotation• Ontology Learning• Multimedia Annotation
 4. Forthcoming Developments
 [Slides: http://gate.ac.uk/sale/talks/eurolan2005.ppt]
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 KIM Platform An Overview
 Atanas KiryakovOntotext Lab, Sirma AI
 [email protected]
 http://www.ontotext.com/kim/
 mailto:[email protected]
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 Semantic Annotation: An exampleXYZ was established on 03 November 1978 in London. It opened a plant in Bulgaria in …
 Ontology & KB
 Company
 type
 HQ
 establOn
 City Country
 Location
 partOf
 type
 type type
 “03/11/1978”
 XYZLondon
 UK Bulgaria
 HQpartOf
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 Semantic Annotation of NEsA Semantic Annotation of the named entities (NEs) in a text includes: - a recognition of the type of the entities in the text
 -out of a rich taxonomy of classes (not a flat set of 10 types);
 - an identification of the entities, which is also a reference to their semantic description.
 The traditional (IE-style) NE recognition approach results in: <Person>George W Bush</Person>
 The Semantic Annotation of NEs results in:<Politician ID=“http://..kim/Politician127638”>
 George W Bush </ Politician>
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 Platforms for Large-Scale Semantic Annotation
 • Allow use of corpus-wide statistics to improve metadata quality, e.g., disambiguation
 • Automated alias discovery • Generate SemWeb output (RDF, OWL)• Storage and indexing of metadata• Use large instance bases to disambiguate• Ontology servers for reasoning and access• Architecture elements:
 – Crawler, onto storage, doc indexing, query, annotators– Apps: sem browsers, authoring tools, etc.
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 The KIM Platform• A platform offering services and infrastructure for:
 – (semi-) automatic semantic annotation and
 – ontology population
 – semantic indexing and retrieval of content
 – query and navigation over the formal knowledge
 • Based on an Information Extraction technology
 • Aim: to arm Semantic Web applications
 - by providing a metadata generation technology
 - in a standard, consistent, and scalable framework
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 KIM Architecture
 SemanticRepository API
 Semantic Annotation
 API
 Query API
 Index API
 Document Persistence
 API
 KIM Web UI
 Annotation Server
 News Collector
 Any WebBrowser
 BrowserPlug-in
 CustomApplications
 CustomBack-end
 Custom IE
 Entity Ranking
 KIM Server RMI
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 KIM IE Sub-system

Page 84
						

EuroLAN 2005, Cluj-Napoca, Romania 84(200) Aug 3rd
 KIM Ontology (PROTON)- a light-weight upper-level
 ontology;
 - 250 NE classes;
 - 100 relations and attributes;
 - covers mostly NE classes, and ignores general concepts;
 - includes classes representing lexical resources.
 proton.semanticweb.org
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 KIM Scaling on Data• The Semantic Repository is based on Sesame.
 • Our practical tests demonstrate a perfect performance on top of:
 – 1.2M entity descriptions:
 – about 15M explicit statements;
 – above 30M statements after forward chaining.
 • Document and annotation storage and indexing with Lucene:
 – .5M docs, processed on a $1000-worth machine;
 – retrieval in milliseconds.
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 Simple Usage: Highlight, Hyperlink, and …
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 Simple Usage: … Explore and Navigate
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 How KIM Searches BetterKIM can match a Query:
 Documents about a telecom company in Europe, John Smith, and a date in the first half of 2002.
 With a document containing:“At its meeting on the 10th of May, the board of Vodafone
 appointed John G. Smith as CTO"
 Classical IR could not match:- Vodafone with a "telecom in Europe“, because:
 - Vodafone is a mobile operator, which is a sort of a telecom;- Vodafone is in the UK, which is a part of Europe.
 - 5th of May with a "date in first half of 2002“;- “John G. Smith” with “John Smith”.
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 Entity Pattern Search
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 Pattern Search: Entity Results
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 Entity Pattern Search: KIM Explorer
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 Pattern Search, Referring Documents
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 Document Details
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 SummaryKIM is a platform for: - semantic annotation and ontology population,- semantic indexing and retrieval,- providing an API for remote access and integration,- based on Information Extraction (IE) using GATE.
 KIM is: - robust, scalable, general-purpose, off the shelf platform!- Deployed at the SWAN cluster in DERI.
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 KIM complexity/specificity
 complexity
 spec
 ifici
 ty
 usableaccuracy
 dom
 ain
 spec
 ific
 gene
 ral
 simple complex
 Per
 form
 ance
 Lev
 el
 100%90%80%
 30%
 KIM
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 •Semantic IE – KIM•SWAN: massive semantic
 annotation•The hTechSight knowledge portal
 Structure of the Tutorial
 1. Motivation, background2. GATE Overview3. Applications of GATE:
 • Information Extraction• Semantic Annotation• Ontology Learning• Multimedia Annotation
 4. Forthcoming Developments
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 Another e.g.: Web-scale HLT in SWAN
 • How did Google clear the field?1.less is more: get rid of the portal2.use hyperlinks as relevance judgements
 (improves precision) in the PageRank algorithm
 3.make PageRank fully distributed, so scaling is a matter of adding commodity PCs
 • Eliminating the scaling bottleneck by distributing corpus-level processing (made a start in the SWAN project – Semantic Web Annotator)
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 • Based on Ontotext‘s KIM, and GATE within KIM• On-line: http://www.deri.ie/projects/swan• Provide a link between the eye-ball web and the
 Semantic Web• Use IE to generate metadata for/from human
 language documents on the web• Not flat IE, but ontology based IE (OBIE)• Provide a conceptual query interface to the web,
 e.g.– “Show me all documents mentioning CEOs of companies
 based in Ireland“• Focus on doing all that large-scale, using a
 distributed, easily extendable architecture, with no single point of failure
 SWAN: some details
 http://www.deri.ie/projects/swan
 http://www.deri.ie/projects/swan
 http://www.deri.ie/projects/swan
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 SWANWeb
 ServiceUsers
 UIUsers
 FocussedcrawlingFocussed
 crawlingFocussedcrawlingFocussed
 crawlingFocussedcrawling
 FocussedcrawlingFocussed
 crawlingFocussedcrawlingFocussed
 crawlingIE, indexing(32 bit)
 IE, indexing(64 bit)
 Web UI,Web services
 Knowledgebase
 (YARS)
 Annotation(Oracle)
 Index(Lucene)
 Corpus-levelprocessing /
 disambiguation
 Knowledgebase
 (YARS)
 Annotation(Oracle)
 Index(Lucene)
 Corpus-levelprocessing /
 disambiguation
 Corpus-levelprocessing /
 disambiguation
 Annotation(Oracle)
 Knowledgebase
 (YARS)
 Index(Lucene)
 1.Standard web technology2.Per-document distribution3.Fully distributed partial truth
 Web UI,Web services

Page 100
						

EuroLAN 2005, Cluj-Napoca, Romania 100(200) Aug 3rd
 R&D in SWAN• Scalability
 – the system is currently only distributed with respect to crawling and annotation
 – storage system (Sesame) is monolithic– for a really scalable system, storage should be
 distributed as well (YARS distributed RDF store?)– scalability of...
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 Cluster Controller
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 •Semantic IE – KIM
 •SWAN: massive semantic
 annotation
 •Ontology population via SVMs
 •The hTechSight knowledge portal
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Ontology-based information extraction for market monitoring and technology
 watch
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 Contents• Introduction and Motivation• Ontology-based IE• Visualisation of Results• Database Output• Evaluation• Conclusions
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 Introduction• h-TechSight project integrates a variety of next
 generation knowledge management technologies.• h-TechSight Knowledge Management Portal
 enables support for knowledge intensive industries in monitoring information resources on the Web.
 • Important factor in business competitiveness.• Enables users to:
 – observe information resources automatically on the internet
 – Be notified about changes in their domain of interest.
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 Knowledge Management Platform• Dynamic knowledge portal consists of several
 applications, which can be used in series or independently.
 • tools for generic search (MASH)• tools for targeted search (ToolBox, WebQL and
 GATE). • Focus here on the GATE-based ontology-based
 information extraction (OBIE) system• Used for data-driven analysis of terminology in 2
 domains in Chemical Engineering field: news and employment
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 Motivation• Growing pervasiveness of KM in industry marks
 an important new watershed.• Global KM market has more than doubled since
 1991.• Projected to exceed US$8.8billion in 2005.• KM applications are expected to save Fortune
 500 companies around $31billion.• hTechSight resources targeted towards SMEs,
 but important implications for growth and dispersion of such technologies to industry

Page 108
						

EuroLAN 2005, Cluj-Napoca, Romania 108(200) Aug 3rd
 Technology Watch in Employment• Generic domain that every business encounters• Requires much effort in knowledge management,
 both by HR depts and by recruitment consultants• Employment application in KMP alerts users to
 technological changes, since job advertisements are good indicator of moving trends in the field
 • Monitoring advertisements over time indicates changes in requirements for skills, salaries etc.
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 Monitoring of News• Important for companies to keep a close eye on
 technological developments in their field• Primary market players are pharmaceutical, oil
 and gas industries• Need to extract information from diverse sources,
 integrate knowledge from new organisations and keep watch on competitors’ activities
 • Require up-to-the-minute access to news, reports and experiences of colleagues worldwide, to leverage critical information and respond to requests from government agencies
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 GATE IE system• Rule-based system consisting of a pipeline of processing
 resources• Many of these are language and domain-independent• Requires language expert to develop rules• Pre-processing stages include:
 – word tokenization– sentence splitting – part-of-speech tagging
 • Main processing is carried out:– by a gazetteer – by a set of grammar rules
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 Ontology-based IE• OBIE provides semantic annotation used as input for
 ontological analysis• Fundamental to the application is a domain-specific
 ontology• Terminological gazetteer lists are linked to classes in the
 ontology• Rules classify the mentions in the text with respect to the
 domain ontology• New instances not in the ontology are also found using
 JAPE rules• Annotations output into a database or as an ontology
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 Employment ontology• Ontology can be submitted as DAML+OIL or RDF• 9 Concepts for Employment: Location, Organisation,
 Sectors, JobTitle, Salary, Expertise, Person and Skill• Each concept has a set of associated gazetteer lists
 – default lists - quite large and contain common entities such as first names of persons, locations, abbreviations etc.
 – domain-specific lists - created from scratch. – keyword lists - collected for recognition purposes to
 assist contextually-based rules, also attached to the ontology, because they clearly show the class to which the identified entity belongs.
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 Chemical Technology ontology• News domain has more specific ontology
 related to Chemical Technologies• 13 concepts, e.g. Corrosion,
 Thermodynamics, Reaction, Equipment etc.• Some gazetteer lists reused from
 Employment domain• Others created from scratch and mapped to
 CT ontology
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 Populated ontology• Traditional IE uses a flat structure of lists• OBIE links lists directly to an ontology• Instances found in the text can be related back to the ontology
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 Annotation of Concepts• Classic NEs: Person, Location, Organisation, etc.• Concepts related to Employment: JobId, Reference,
 Status, Application, Salary, Qualification, Citizenship, Expertise
 • Explicit metadata already present: Company, Date_Posted , Title, Sector
 • Grammar rules check if instances found in the text belong to a class in the ontology
 • Instance is linked to the class and annotated with the following features:
 EntityType.ontology = ontology url,EntityType.class = class name
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 Grammar rules• Grammar rules for creating annotations are written in a
 language called JAPE (Java Annotations Pattern Language)
 • Rules are implemented in a set of finite-state transducers, each transducer usually containing rules of a different type, and are based on pattern-matching.
 • The rules do not just match instances from the ontology with their occurrences in the text, but also find new instances in the text which do not exist in the ontology, through use of contextual patterns, part-of-speech tags, and other indicators.
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 Grammar rules• Rules find a pattern on the LHS, in the form of annotations,
 and on the RHS an action such as creating a new annotation for the pattern.
 • In OBIE applications such as this, the rules also add information about the class and ontology on the RHS of the rule.– e.g. the string "PhD" in the text might be annotated with the features:{class = Postgraduate}{ontology = http://gate.ac.uk/projects/htechsight/Employment}
 • In total the application contains 33 grammars (from 1 to about 20 rules), which run sequentially over the text.
 http://gate.ac.uk/projects/htechsight/Employment
 http://gate.ac.uk/projects/htechsight/Employment
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 Visualisation of Results• The GATE application has been implemented in the h-TechSight
 portal as a web service.
 • The visual presentation creates a new web page from the input URL selected by the user, with highlighted annotations.
 • Gate runs over a sample Ontology in Employment
 with 9 Concepts
 URL Site Declaration
 Area
 Concept Selection
 Area
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 Visualisation of Results
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 Database Output• Gate leads the data driven analysis in hTechSight, as it
 is responsible for extracting from the text instances represented in the ontology.
 • In the h-TechSight platform, we try to monitor the dynamics of ontologies using two approaches: dynamics of concepts and dynamics of instances.
 • Users may see tabular results of statistical data about how many annotations each concept had in the previous months, as well as seeing the progress of each instance in previous time intervals (months)
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 Database OutputOccurrences of the instances over time are stored dynamically in a database.
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 Clustered annotations: counts of concepts and instances
 Statistical analysis (dynamics of concepts and instances) is presented in the KMP
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 Dynamics of Concepts• Dynamic metrics of concepts are calculated by counting the total occurrences of
 annotated instances over time intervals (per month)
 Click a Concept to see Dynamics of its
 Instances
 • Helps experts to monitor dynamics of specific concepts, groups of concepts or even the whole ontology.

Page 124
						

EuroLAN 2005, Cluj-Napoca, Romania 124(200) Aug 3rd
 Dynamics of Instances• DF is an elasticity metric that quantifies dynamics of an
 instance, taking account of volume of data and time period• Instances for the concept "Organisation" can track the
 recruitment trends for different companies.
 • Monitoring instances for concepts such as Skills and Expertise can show which kinds of skills are becoming more or less in demand.
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 Evaluation• Evaluation of the IE application on a small set of 38
 documents containing job advertisements in the Chemical Engineering domain, mined from the website http://www.jobserve.com
 • We manually annotated these documents with the concepts used in the application, and used the evaluation tools provided in GATE to compare the system results with the gold standard.
 • Overall, the system achieved 97% Precision and 92% Recall
 http://www.jobserve.com/

Page 126
						

EuroLAN 2005, Cluj-Napoca, Romania 126(200) Aug 3rd
 User feedback• Tested by real users in industry , e.g. Bayer,
 IChemE, JetOil, IFP…• Helpful in increasing efficiency of knowledge
 acquisition and supporting project work in industry, through helping to scan, sort, structure and store information
 • Areas of application range from R&D, engineering and production, to marketing and management
 • Valuable means of providing graduates with fresh insight into jobs and related training, by giving them a wider perspective.
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 Conclusions• Application for automatic knowledge extraction,
 management and monitoring in Chemical Engineering field
 • Forms the basis for system for IR, terminology acquisition and technology watch, crucial for business intelligence
 • GATE uses terminological processing and domain-specific ontology-based IE to evolve existing ontologies and enable monitoring of domain-specific information
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 •Text2Onto
 •Ontology learning (2): domain-dependent learning for SWSs
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 Ontology Learning with Text2Onto
 http://ontoware.org/projects/text2onto/
 Johanna Vö[email protected]
 Institute AIFBUniversity of Karlsruhe
 http://ontoware.org/projects/text2onto/
 mailto:[email protected]
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 Agenda
 • Ontology Learning– Tasks– Problems
 • Text2Onto– Overview– Architecture– Linguistic Preprocessing– Ontology Learning Approaches– Future Work
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 Ontology Learning
 • Extraction of (Domain) Ontologies from Natural Language Text– Machine Learning– Natural Language Processing
 • Tools: OntoLearn, OntoLT, ASIUM, Mo’K Workbench, TextToOnto, …
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 Ontology Learning – Tasks
 Concept Extraction car, vehicle, person
 Concept Classification subclass-of( car, vehicle )
 Instance Extraction Peter, his-car
 Instance Classification instance-of( Peter, person )
 Relation Extraction drive( person, car )
 Relation Instance Extraction drive( Peter, his-car )
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 instance-of( hewlett packard, organization )
 subclass-of( internet, network )
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 Ontology Learning – ProblemsText Understanding
 • Words are ambiguous– ‘A bank is a financial institution. A bank is a piece of furniture.’ subclass-of( bank, financial institution ) ?
 • Natural Language is informal– ‘The sea is water.’ subclass-of( sea, water ) ?
 • Sentences may be underspecified– ‘Mary started the book.’ read( Mary, book_1 ) ?
 • Anaphores– ‘Peter lives in Munich. This is a city in Bavaria.’instance-of( Munich, city ) ?
 • Metaphores, …
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 • What is an instance / concept?– ‘The koala is an animal living in Australia.’instance-of( koala, animal ) subclass-of( koala, animal ) ?
 • How to deal with opinions and quoted speech?– ‘Tom thinks that Peter loves Mary.’love( Peter, Mary ) ?
 • Knowledge is changing– instance-of( George W. Bush, US President )
 Conclusion: • Ontology Learning is difficult. • What we can learn is fuzzy and uncertain. • Ontology maintenance is important.
 Ontology Learning – Problems Knowledge Modeling
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 Text2Onto
 • Support for semi-automatic Ontology Extraction from Natural Language Text
 • Support for Ontology Maintenance and Data-driven Ontology Evolution by Incremental Ontology Learning
 • Probabilistic Ontology Model Confidence / Relevance Values attached to all
 Concepts, Instances and Relations• Enhanced User Interaction• Maintenance of multiple Modeling Alternatives in parallel• Independence of certain Ontology Language
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 Text2Onto – Change Management
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 Text2Onto – Workflow
 Workflow Composition
 • Complex Algorithms– Different Types of
 Algorithms for each Ontology Learning Task
 – Flexible Combination of Results
 • Combination Strategies– minimum, maximum,
 average, linear, classifier, …
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 POM Graph / Table View
 WorkflowManagerG
 UI
 GATE
 Corpus
 Algorithm Controller
 OWLWriter
 RDFSWriter
 F-LogicWriter
 POM
 Evidence Store
 Reference Store
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 Linguistic PreprocessingGATE
 • Standard ANNIE Components for– Tokenization– Sentence Splitting– POS Tagging– Stemming / Lemmatizing
 • Self-defined JAPE Patterns and Processing Resources for– Stop Word Detection– Shallow Parsing
 • GATE Applications for English, German and Spanish
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 Ontology Learning Approaches Concept Classification
 • Heuristics– ‘image processing software’subclass-of( image processing software, software )
 • Patterns– ‘animals such as dogs’– ‘dogs and other animals’– ‘a dog is an animal’ subclass-of( dog, animal )
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 JAPE Patterns for Ontology Learning
 rule: Hearst_1(
 (NounPhrase):superconcept{SpaceToken.kind == space}{Token.string=="such"}{SpaceToken.kind == space}{Token.string=="as"}{SpaceToken.kind == space}(NounPhrasesAlternatives):subconcept
 ):hearst1-->:hearst1.SubclassOfRelation = { rule = "Hearst1" },:subconcept.Domain = { rule = "Hearst1" },:superconcept.Range = { rule = "Hearst1" }
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 Other Ontology Learning Approaches
 • WordNet– Hypernym( ‘institution’, ‘bank’ ) subclass-of( bank, institution ) ?
 • Google– “such as London”– “cities such as London”, “persons such as London” … instance-of( London, city ) ?
 • Instance Clustering– Hierarchical Clustering of Context Vectors
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 •Text2Onto
 •Ontology learning (2): domain-dependent learning for SWSs
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 http://gate.ac.uk/sale/talks/eurolan2005.ppt
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 Domain-Dependent Ontology Learning (DDOL) with GATE
 Marta SabouVrije UniveristeitAmsterdam
 A Practical Report on Learning Web Service Ontologies
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 Outline
 1) Generic Problem:* Domain-Dependent Ontology Learning(definition and characteristics)
 2) Specific Problem:* Learning Web Service Ontologies(Context, Problem Scenario)
 3) GATE support for:* writing extraction patterns (given)* evaluating term extraction performance (given)* visualisation for Ontology Learning (new)
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 Ontology Learning in Restricted Domains
 Domain-Dependent Ontology Learning:• is Ontology Learning in a restricted domain, for a well-defined task• therefore, simpler than Ontology Learning in general• more and more frequent with the growth of the Semantic Web
 Previous Segment’s conclusion:Generic Ontology Learning is important but difficult because:
 •Language is fuzzy•Knowledge is changing
 However... The Semantic Web is increasingly used in specialized domains, where:
 • Language exhibits (strong) domain characteristics• e.g., mathematics, medicine
 • The Knowledge to be extracted is defined by the task for which the ontology will be used
 • e.g., searching patient records, accessing drug related articles
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 Domain-Dependent Ontology Learning
 Domain-Dependent Ontology Learning characteristics:1. (Small) corpus with special (domain/context) characteristics;2. Well defined ontological knowledge to be extracted;3. An easy to detect correspondence between text characteristics
 and ontology elements;4. Usually an easy solution (adaptation of OL techniques);5. Implemented/adapted by a non NLP-expert.
 What is needed to support domain experts?• libraries of basic NLP tools/data structures;• tools to easily adapt/combine these NLP elements;• intuitive way to create and debug own applications;• usability plays an important role;• generic methodologies of ontology learning rather than hard-coded algorithms.
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 Outline
 1) Generic Problem:* Domain-Dependent Ontology Learning(definition and characteristics)
 2) Specific Problem:* Learning Web Service Ontologies(Context, Problem Scenario)
 3) GATE support for:* writing extraction patterns (given)* evaluating term extraction performance (given)* visualisation for Ontology Learning (new)
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 Context - Semantic Web Services* Semantic WS - semantically annotated WS
 * to automate discovery, composition, execution
 < rdf:ID=”WS1"> <owls:hasInput rdf:resource=” ”/> <owls:hasInput rdf:resource=” ”/> <owls:hasOutput rdf:resource=” ”/></ >
 do:HotelBooking
 do:HotelReservationdo:HotelBooking
 do:Hoteldo:ReservationDates
 =>broad domain coverageBut…increasing nr. of web services
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 A real life story…•Semantic Grid middleware to support in silico experiments in biology•Bioinformatics programs are exposed as semantic web services
 150(Services)
 4 months!!
 Domain Expert
 550 ConceptsBut only 125 (23%) usedfor SWS tasks
 600(Services)
 Our GOAL: Support Expert to learn:1) From more services2) In less time3) A “Better” ontology (for SWS descriptions)
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 DDOL Characteristics - 1
 * Data Source: * short descriptions of service functionalities* characteristics:
 * small corpora (100/200 documents)* employ specific style (sublanguage)
 •Replace or delete sequence sections.•Find antigenic sites in proteins.•Cai codon usage statistic.
 1. (Small) corpus with special (domain/context) characteristics
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 •Web Service Ontologies contain: •A Data Structure hierarchy•A Functionality hierarchy
 2. Well defined ontology structure to be extracted
 DDOL Characteristics - 2
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 3. An easy to detect correspondence between text characteristics and ontology elements
 Replace or delete sequence sections.
 NP VB_NP
 DDOL Characteristics - 3
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 Generic Solution: Implementation:
 Linguistic Analysis English Tokenizer
 Sentence Splitter
 POS Tagger
 |Replace| |or| |delete| |sequence| ….
 Replace or delete sequence sections.(VB) (Conj) (VB) (NN) (NNS)
 DDOL Characteristics - 44. Usually an easy solution (adaptation of OL techniques).E.g. Pos Tagging
 JAPE Rules Replace or delete sequence sections.(VB) (Conj) (VB) (NN) (NNS)
 r1 => (NP)
 r2 => (Funct)
 Extraction Patterns
 Ontology Building
 Ontology Pruning
 OntologyBuilding&Pruning
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 Outline
 1) Generic Problem:* Focused Ontology Learning(definition and characteristics)
 2) Specific Problem:* Learning Web Service Ontologies(Context, Problem Scenario)
 3) GATE support for:* writing extraction patterns (given)* evaluating term extraction performance (given)* visualisation for Ontology Learning (new)
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 Pattern based rules – Example ( (DET)*:det ( (ADJ)|(NOUN))*:mods (NOUN):hn):np:np.NP={}
 A noun phrase consists of:• zero or more determiners;• zero or more modifiers which can be adjectives or nouns;• One noun which is the head-noun.
 Macro: ADJ( {Token.category == JJ, Token.kind == word}| {Token.category == JJR, Token.kind == word}| {Token.category == JJS, Token.kind == word} )
 The ADJ macro identifies any Token tagged as JJ, JJR or JJS.
 DET, ADJ, NOUN are macros – make rules more readable.
 Extract NP(data) from NP(aaindex).Displays NP(a non-overlapping wordmatch dotplot) of two NP(sequences)
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Outline
 1) Generic Problem:* Focused Ontology Learning(definition and characteristics)
 2) Specific Problem:* Learning Web Service Ontologies(Context, Problem Scenario)
 3) GATE support for:* writing extraction patterns (given)* evaluating term extraction performance (given)* visualisation for Ontology Learning (new)
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 Performance EvaluationLinguistic Analysis
 Extraction Patterns
 Ontology Building
 Ontology Pruning
 A set of important terms are extracted. Terms are indicated by annotations of type: NP, Funct.
 * The correctness of these terms has a direct influence on the correctness of the OB step => evaluating them is important.
 •The Corpus Banchmark Tool of GATE compares annotation types in 2 corpora, usually:
 • the manually annotated Gold Standard corpus and• the automatically annotated corpus.
 • It identifies correct, missed and spurious annotations of a certain type and computes Precision and Recall per each document and the whole corpus.
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 Gold Standard Annotations:: Automatic Annotation:
 105_profit.xml; Keys : 2Resp : 3Annotation Type Precision Recall
 Funct 0.666666 1.0
 Scan a sequence or database with a matrix or profile.
 Funct(scan_sequence)Funct(scan_database)
 Funct(scan_sequence)Funct(scan_database)Funct(scan_profile)
 Correct = correctly identified annotations (true positives)Spurious = incorrect annotations (false positives)
 Example 1:
 Performance Evaluation
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 PROS:•It is very important when developing term extraction.•It allows evaluating:
 •1) the performance of the linguistic analyses•2) the coverage of the patterns
 •Allows comparing the performance of different tools:•E.g. two different POS taggers
 •Easy to use (both from GUI and command line)
 Possible improvement:* The current textual output does not allow to directly access all spurious or all missing annotations (these are important when fine-tuning the extraction).* We try to improve this usability issue through visualisation.
 Performance Evaluation
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 Outline
 1) Generic Problem:* Focused Ontology Learning(definition and characteristics)
 2) Specific Problem:* Learning Web Service Ontologies(Context, Problem Scenario)
 3) GATE support for:* writing extraction patterns (given)* evaluating term extraction performance (given)* visualisation for Ontology Learning (new)
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 Visualisation*Visual techniques can aid ontology learning in several ways:
 1) During the development of the OL method* to visualise term evaluation
 2) During the employment of the OL method:*to visually inspect the extracted ontology*to select the most important concepts
 * We experimented with the Cluster Map technique to support all these tasks.
 (Note: This is not an exhaustive study:* other tasks exist and other techniques can be used).
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 Cluster Map technique: principle•The Cluster Map technique visualises sets of (overlapping) instances.•Sets can be hierarchical ontology classes => instantiated light-weight ontos.•Similar to Venn Diagrams.
 BA C
 SetName(cardinality)instancecluster
 A
 B
 C
 D = E \ {A U C}
 BA C
 EisA
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 GoldStandard_Terms
 Evaluation of extracted terms
 Visualisation:•Each annotation(term) is an instance•Added to Extracted_Terms or GS_Terms
 Extracted_Terms
 correct
 missed
 spurious
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 Ontology Inspection
 Visualising data structures that often co-occur with certain verbs, here:•Evaluating => a cluster of RDF Query related terms forms;•Creating => a cluster of RDF Data Model concepts is formed.
 •These clusters could help further abstraction, e.g.:•QueryTerms•RDFDataModel
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 Summary• Focused Ontology Learning = OL in a restricted domain.
 • GATE supports the development of DDOL in many ways: • allows easy reuse and combination of basic NLP modules;• offers software libraries for fundamental NLP data structures (Documents, Corpora, Annotations);• incorporates evaluation mechanisms;• easily extendable with other components, here visualisation;• easy to debug and use for non-NLP experts.
 • Example DDOL = OL for Web Services.
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 Structure of the Tutorial
 1. Motivation, background2. GATE Overview3. Applications of GATE:
 • Information Extraction• Semantic Annotation• Ontology Learning• Multimedia Annotation
 4. Forthcoming Developments
 [Slides: http://gate.ac.uk/sale/talks/eurolan2005.ppt]
 http://gate.ac.uk/sale/talks/eurolan2005.ppt
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 Motivation• Pile of media material - Broadcasters
 produce lots of material (BBC has 8 TV and 11 national radio channels and more are coming)
 • Need for rapid recycling - Some of this material can be reused in new productions
 • Quickly finding the needle in the stack of hay - Access to archive material is provided by some form of semantic annotation and indexing
 • Helping archivists - Manual annotation is time consuming and expensive. Currently some 90% of BBC’s output is only annotated at a very basic level
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 • Aims high - A prototype addressing the automation of semantic annotation for multimedia material
 • Well, not that high - Not aiming at reaching performance comparable to that of human archivists
 • Fully automatic
 • Targets news material - Further extensions possible. TV and radio news broadcasts from the BBC were used during development and testing
 RichNews
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 Overview• Input: multimedia file
 • Output: OWL/RDF descriptions of content– Headline (short summary)– List of entities
 (Person/Location/Organization/…)– Related web pages– Segmentation
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 Key Problems
 Obtaining a good transcript:• Speech recognition produces poor quality
 transcripts with many mistakes (error rate ranging from 10 to 90%)
 • More reliable sources (subtitles/closed captions) not always available
 Automatic broadcast segmentation:• A news broadcast contains several stories.
 How do we work out where one starts and another one stops?
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 Architecture
 THISLSpeech Recogniser
 C99 Topical Segmenter
 TF.IDFKey Phrase Extraction
 Media File
 Manual Annotation(Optional)Entity Validation Semantic Index
 Web-Search and
 Document Matching
 KIMInformation Extraction
 Degraded TextInformation Extraction
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 ASR Transcripts
 ASR is performed by the THISL system.• Based on ABBOT connectionist speech
 recognizer• Optimized specifically for use on BBC news
 broadcasts• Average word error rate of 29%• Error rate of up to 90% for out of studio
 recordings
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 ASR error exampleshe was suspended after his arrest [SIL] but the process were set never to have lost confidence in him
 he was suspended after his arrest [SIL] but the Princess was said never to have lost confidence in him
 and other measures weapons inspectors have the first time entered one of saddam hussein's presidential palaces
 United Nations weapons inspectors have for the first time entered one of saddam hussein's presidential palaces
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 Topical Segmentation
 Uses C99 segmenter:• Removes common words from the ASR
 transcripts.
 • Stems the other words to get their roots.
 • Then looks to see in which parts of the transcripts the same words tend to occur. (These parts will probably report the same story)
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 Key Phrase ExtractionTerm frequency inverse document frequency(TF.IDF):• Chooses sequences of words that tend to occur
 more frequently in the story than they do in the language as a whole.
 • Any sequence of up to three words can be a phrase.
 • Phrases that occurred at least twice in a story are extracted.
 • Up to four phrases extracted per story.
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 Web Search and Document Matching
 • Google the Key-phrases on the BBC, Times, Guardian and Telegraph newspaper websites, for web pages reporting stories in the broadcast.
 • Searches are restricted to the day of broadcast
 • Parallel combined searches – Multiple searches using different combinations of the extracted key-phrases
 • Transcript2WebDocument matching - The text of the returned web pages is compared to the text of the transcript to find matching stories.
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 Using the Web Pages
 The web pages contain:
 • A headline, summary and section for each story.
 • Good quality text that is readable, and contains correctly spelt proper names.
 • They give more in depth coverage of the stories.
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 Semantic Annotation of NEsA Semantic Annotation of the named entities (NEs) ina text includes: - a recognition of the type of the entities in the text
 -out of a rich taxonomy of classes (not a flat set of 10 types);
 - a unique identification of the entities, which is also a reference to their semantic description.
 The traditional (IE-style) NE recognition approach results in: <Person>Lama Ole Nydahl</Person>
 The Semantic Annotation of NEs results in:<ReligiousPerson ID=“http://..kim/Person111111”>Lama Ole Nydahl</ReligiousPerson>
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 Entity MatchingDual process, through which confidence scores are assigned to the found entities:•ASR2Web - Entities from the ASR transcript are matched against the Web entities (receive the highest confidence) and if not found, against the text of the matching Web document•Web2ASR - Remaining Web entities are matched against the ASR transcript and if not found, confidence scores are given depending on how often they occur inside the Web document. The often they occur in the Web document, the more likely they are to appear in the broadcast.
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 Success in finding matching web pageswas investigated:• Evaluation based on 66 news stories from
 9 half-hour news broadcasts.• Web pages were found for 40% of stories.• 7% of pages reported a closely related
 story, instead of that in the broadcast.
 Results are based on earlier version of the system, only using BBC web pages.
 Evaluation

Page 185
						

EuroLAN 2005, Cluj-Napoca, Romania 185(200) Aug 3rd
 Future Improvements
 • Use teletext subtitles (closed captions) when they are available
 • Better story segmentation through visual cues and latent semantic analysis
 • Fine tuning the system towards better precision and recall
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 Structure of the Tutorial
 1. Motivation, background2. GATE Overview3. Applications of GATE:
 • Information Extraction• Semantic Annotation• Ontology Learning• Multimedia Annotation
 4. Forthcoming Developments
 [Slides: http://gate.ac.uk/sale/talks/eurolan2005.ppt]
 http://gate.ac.uk/sale/talks/eurolan2005.ppt
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 Mixed Initiative Information Extraction
 • (Also known as adaptive IE)• Human – computer interaction• Speeds up the creation of training data• Can be used for corpus/system creation• Example implementations:
 – Alembic [Day et al’97] and later– Amilcare/Melita [Ciravegna’03]
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 Mixed Initiative Idea
 P>t 1
 P>t 2
 User annotates System learns
 System annotates User corrects System learns
 System annotates
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 Requirements
 A MI engine must :• Work as a background task • Suggest annotations only when a given
 performance level is reached• Be easily usable for a non – expert user • Fined grained parameters for experts
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 Considerations
 • Too high recall and the human might become over-reliant on the system annotations
 • Too high precision might have similar effect• “Theory-creep” – the choices of the human
 annotator are increasingly influenced by the machine’s and might deviate from the task definition – measure inter-annotator agreement
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 Starting point - GATE ML support
 • Uses classification.[Attr1, Attr2, Attr3, … Attrn] Class
 • Classifies annotations.(Documents can be classified as well using a 1-to1 relation
 with annotations.)• Annotations of a particular type are selected as instances.• Attributes refer to features of the instance annotations or their
 context.• Generic implementation for attribute collection – can be linked
 to any ML engine.• ML engines currently integrated: WEKA, YALE, SVM, MaxEnt.
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 Dataflow
 GATE MLLibrary
 NLP PipelineTokeniserGazetteer
 POS TaggerLexicon LookupSemantic Tagger
 etc…
 MachineLearningEngine
 Feat
 ure
 Col
 lect
 ion
 Res
 ults
 Con
 vert
 er
 Annotateddocuments
 EngineInterface
 Plain textdocuments
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 Specifics of the MI API• Use several ML algorithms
 SVM – Decision Trees – Neural Nets – etc …• Compare the ML models and use the one
 which performs the best at time t• Combine the ML models
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 Limitations of the ML API
 • Complex configuration for each engine> not suitable for a non expert
 • Engine characteristics : binary, numeric, nominal> uniform declaration, automatic conversion
 • Operate on tokens> cannot annotate spans directly
 • One class per engine> how to set several possible values for an entity with a binary engine?
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 Ideal behaviourPe
 rfor
 man
 ce
 Time – Size of learning corpus
 Engine 2
 Engine 3
 Engine 1
 Minimal performance level tolerated
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 MI API Architecture
 Mixed Initiative Engine
 Mixed Initiative API
 GUI / client code
 Meta Engine Meta Engine Meta Engine
 Orchestrator Evaluation ModuleDataSet
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 Meta Engine• Combines several instances of ‘simple’ engines
 (has to be same engine type e.g Maxent)• Accepts rich descriptions of class & attributes• Converts into suitable format for ‘simple’ engine• Merges results of embedded engines• Behaves like a simple engine• Hides the dirty job
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 Data Set• Information stored as instances• No documents• Used by Meta Engines• Possibly converted to a native Data Set format (e.g.
 SVMlight)
 • Based on an open source ML framework (Yale): good design and performances
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 Evaluation module• Operate on Data Set• Choice for corpus splitting (K-fold cross validation –
 Hold out)
 • Different evaluation metrics (F-Measure – Precision - Recall)
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 Orchestrator• Core of a MI Engine• Manages the Meta Engines• Uses the Data Set and Evaluation Module• Return information about the Meta Engines
 confusion matrix – performances – etc …
 • Combines the ML models• Convert from / to annotations
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 Summary of MI IE• Useful tool for Ontology-based Information
 Extraction• Reach high performance level by combining
 classification algorithms• Based on GATE and the YALE ML framework
 (http://yale.sf.net)
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 THANK YOU!(for not snoring)
 The slides: http://gate.ac.uk/sale/talks/eurolan2005.ppt
 Lots more informationhttp://gate.ac.uk
 This work has been supported by SEKT (http://sekt.semanticweb.org/) and
 KnowledgeWeb (http://knowledgeweb.semanticweb.org/ )
 http://gate.ac.uk/sale/talks/eurolan2005.ppt
 http://gate.ac.uk/
 http://gate.ac.uk/
 http://sekt.semanticweb.org/
 http://sekt.semanticweb.org/
 http://knowledgeweb.semanticweb.org/
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